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Abstract 
The purpose of the project was to implement additions to the Virtual Wave Research Lab 
(VWRL), a 3D representation of the Hinsdale Wave Research Lab.  The additions were to allow 
the VWRL to become more informative and easy to navigate.  An annotation system was 
implemented to relay information pertaining to different sections of the Wave Research Lab to 
the user.  The annotation system consisted of a developer mode that let developers add content to 
the scene, and of a user mode in which that content could be interacted with.  Pathfinding was 
attempted to be implemented to aid users in navigation between points of interest, but was not 
finished due to a lack of time.  Collision detection was successfully added for the purpose of 
aiding scene navigation.  Midway through the project we were given a written response to the 
ease of usability of our project.  This was followed up with a speak-aloud usability study.  We 
concluded the development of the project by implementing the final suggestions of the usability 
study. 
 
1. Introduction 
The Virtual Wave Research Lab project began June 2002.  The original purpose of the VWRL 
was to provide scientists and users remote access to the facilities of the Hinsdale Wave Research 
Lab building.  Users of the VWRL were to be able to recall sensor arrangements of previous 
experiments, as well as create and store their own experiment sensors arrangements.  Users were 
also to be able to easily recall data associated with a sensor within the scene. 
 
The goal was to provide users with a 3D interactive web-based application that could run on 
most personal computers.  The application was to be 3D for the purpose of providing users with 
an immersive experience that simulated the look and feel of an on-location presence.  It was to 
be web-based for the purpose of allowing any user access to the application from any computer 
with an internet connection.  To solve all these issues it was decided to develop the VWRL using 
Java3D, an extension of the cross-platform programming language Java.  Java3D allowed 
programmers access to the resources of personal computer 3D graphics.  Java3D was also chosen 
due to its framework of basic 3D algorithms, such as shape intersection, collision detection, 
texturing, and lighting. 
 
The VWRL creation originally focused on interacting with the sensors in experiment layouts.  
Features included creating, positioning, and removing sensors, as well as previewing the virtual 
scene through the lens of the camera sensors – for the purpose of better placing cameras. 
 
Since the VWRL began it has been used several times for the purpose of demonstrating the 
facilities of the Hinsdale Wave Research Lab.  As a result the intention of this project was to 
modify the VWRL more to act as a self-guided tour of the Hinsdale Wave Research Lab. 
 
2. Project Goals 
Several goals were initially established to be completed by the end of the eight-week project 
length.  An annotation system was to be implemented to allow users to view information related 
to points of interest within the building.  Pathfinding was to be added for the purpose of aiding 



novice users in traveling through the scene.  Collision was to prevent any skill level of user from 
accidentally flying through walls and becoming disoriented.  Varying levels of control were to be 
implemented for the purpose of allowing users to control the amount of assistance they needed. 
 
2.1. Annotation System 
The annotation system was added to allow users the ability to view information associated with 
key points of interest located within the building.  Users were to be able to view unique 
descriptions of the points of interest tailored to the audience, as well as be referred to other 
related points of interest within the scene.  A special type of user called a scene developer was 
given the ability to modify data related to the points of interest within the building.  The VWRL 
was broken into two states: one in which the user could travel through the scene and view 
annotations associated with each point of interest, and another state in which the scene developer 
could create descriptions for each point of interest, rate them depending upon the user type, and 
associate them to other points of interest.  User description windows and scene developer 
windows can be seen in figure 1. 
 
Figure 1: The Annotation System.  The user is able to view information regarding points of 
interest within the scene (left) while the scene developer has control to modify the data (right). 

  
 
 
When implementing the annotation system, we needed to discern which specific section of the 
3D model representing the building was clicked on.  At the time the Hinsdale Wave Research 
Lab building was represented by a single 3D model.  It was decided that the simplest method to 
give the programmer the ability to discern the section of the model clicked upon was to break the 
one single model down into smaller models.  Each smaller model represented a unique section of 
the Hinsdale Wave Research Lab, such as the control room, the circular wave basin, or the 
tsunami basin room.  This task was described as the segmentation process and was performed by 
Joe Tiebel. 
 
Initially the interface was designed so that clicking at any location on a model would bring up 
the annotation information associated with it.  This proved to be troublesome since the 3D 
environment is composed completely of models.  Therefore anywhere the user clicked they 
would inevitably cause a description popup window to appear.  As a result, any unintentional 



click would bring up the model’s annotation information.  This commonly caused the system to 
lag for several seconds while the window was opening, which became very confusing for users 
who did not intend to open a window.  To solve this problem we created “ information points”  
within the scene.  Instead of allowing the user to click on a model to bring up its associated 
information, the user instead could only click on the information point to bring up the annotation 
information. 
 
Information points were originally designed to position themselves directly between the model 
and the user’s position in the 3D environment.  The purpose of this feature was so that, as a 
result, the user would always see the information point located in front of the model, and 
therefore associate the information point with the model.  However, this caused the information 
points to not remain at a single location and occasionally float through walls.  This proved to be 
disorienting to users, and as a result the positions of the information points became fixed. 
 
The information points were originally represented as cubes placed in the scene next to their 
associated models and denoted with an “!” , as seen in figure 2.  After conducting the usability 
test, this was determined to not work well at drawing in the user’s attention.  The information 
points were changed to a large white transparent “?”  surrounded by a yellow glowing light.  This 
image was asserted to do a better job at capturing the user’s attention even from far across the 
scene. 
 
Figure 2: Information Point Displays.  The first version of the information point (left) was not 
as attention drawing as the final version of the information point (right). 

  
 
 
2.2. Pathfinding 
After the annotation system was added the next goal was to add pathfinding for the purpose of 
aiding the user in traveling between points of interest.  Pathfinding is the process of determining 
an efficient path to a specified location within a scene. Pathfinding is a somewhat simple task 
when dealing with graphs, but is much more challenging when applied to complex 3D scenes 
such as the VWRL.  Pathfinding was implemented based upon an article from a popular game 
development resource company, Gamasutra (www.gamasutra.com).  The article described an 



algorithm that provides pathfinding support using various forms of movement (such as walking, 
climbing, etc.) for any 3D environment.   
 
To implement the pathfinding, the programmer had to choose a starting location for the 
algorithm to begin processing.  Typically this location was the location at which the user started 
in the scene, however any valid location where the user could stand would do.  An initial cell 
was placed at this chosen location that represented a rectangle of a specified volume.  Next the 
algorithm tested if movement was possible from the initial cell to one step above, behind, to the 
left, and to the right of the initial cell.  For each direction, if movement was found to be possible 
then a new cell would be created in the tested direction.  The newly created cell would then be 
tested for any potential movement in each of the four directions.  The process would repeat itself 
until cells covered every possible traversable location within the scene.  Once all possible cells 
were created, the larger rectangular collections of cells would be combined into rectangular areas 
for the purpose of minimizing the data that the pathfinding required.  Using the information of 
what rectangular areas bordered one another, a graph could be formed, and a classic pathfinding 
algorithm such as Dijkstra’s algorithm could be applied. 
 
The pathfinding algorithm gave the programmer the ability to adjust the detail of the information 
describing the scene.  Lower quality information typically was not descriptive enough to 
calculate paths between smaller spaces or across staircases.  Higher quality information fixed this 
problem, but took hours to fully compute the data associated with the VWRL environment.  In 
the end, there was no compromise found between all problems associated with the pathfinding 
algorithm.  More research and time spent in this area could provide successful attempts at 
implementing pathfinding.  However when considering the time constraints of this project, I 
moved on to implementing a collision detection system. 
 
2.3. Collision Detection 
Since the beginning of the VWRL a common problem was that users would accidentally lose 
their bearings and travel outside of the building.  Once on the outside they would be staring out 
into empty space and become completely disoriented.  A previous fix to this problem was the 
addition of a button to the interface which, when pressed, immediately turned the camera around 
to be facing the opposite direction.  Another fault was that users were able to fly through solid 
walls without any hindrance.  Collision detection was decided to be implemented for the purpose 
of solving both these issues. 
 
2.3.1 Initial Collision Detection Systems 
The first collision detection method operated by using Java3D’s shape intersection system to find 
any obstacles that existed in front of the user.  The user would then be allowed to move forward 
if the path was clear.  If not the user would be forced to a complete stop.  This method was 
shown to be unacceptable because testing for obstacles in front of the view slowed down the 
VWRL to half its original speed, lowering it to unacceptable speeds on slower machines.  The 
consistently slower speed was found to be caused by a lack of optimization within Java3D’s 
shape intersection system. 
 
A second attempt was tried using Java3D’s collision detection system.  This attempt was 
successful in eliminating the speed reduction when freely moving about the scene, but upon 



collision with any objects the VWRL would stop responding for several seconds.  Another flaw 
in the second collision detection system was that it failed to relay vital information pertaining to 
occurring collisions, such as the point at which the user contacted an obstacle, or the obstacle’s 
surface information.  As a result the collision response could not perform any additional tasks 
beyond bringing the user to a full stop upon colliding. 
 
It was found that the poor performance of both methods was due to the Java3D model loader not 
spatially sorting any of the 3D models’  data.  When one of the methods tested the environment 
for collision with an obstacle, it had to test almost every obstacle within the scene for collision.  
This process could be simplified by only testing obstacles located in close proximity to the user.  
However discerning which objects were within close proximity to the user required extra 
computations that the Java3D model loader did not provide. 
 
2.3.2 Modifications to the 3D Model File Loader 
I first attempted to remedy the spatial sorting problem by manually breaking down the 3D 
models into smaller components after they had been loaded.  While this method eliminated the 
lags within both collision detection algorithms, it used at least three times the memory that was 
previously used.  To maintain the speed gained by breaking down the 3D models and to solve the 
memory problem I attempted to replace the Java3D model loader with my own 3D model loader. 
 
My first attempt to implement a 3D model loader that spatially sorted the model’s data was via a 
BSP tree.  The algorithm I used to create a BSP tree was found at a BSP tree FAQ posted on the 
website of Silicon Graphics, Inc. (ftp.sgi.com).  The algorithm I created failed to produce a 
balanced BSP tree and therefore was as memory-expensive as breaking down the 3D models into 
smaller components. 
 
My second attempt was similar to the BSP tree approach but somewhat simpler.  All the 3D 
model data was loaded and the volume containing all the data was computed.  If the 3D model 
data within the volume was too detailed then the volume was divided into two smaller volumes 
along its longest axis.  This process was repeated until all the volumes contained a uniform 
distribution of data.  This method solved performance and memory, but caused errors to occur in 
the lighting effects on the 3D models. 
 
2.3.3 Final Collision Detection System  
After developing the 3D model loader I returned to work on a better collision response 
algorithm.  The two previously created collision detection algorithms both responded to 
collisions by bringing the user to a complete stop.  A more user-friendly and common approach 
to solving this problem is to allow the user to slide along a surface when they collide with it.  
This allows the user to continue moving in a desired direction even if they are in contact with an 
obstacle’s surface. 
 
 
 
 
 



I used the source code of the Quake engine as a reference of how to perform this task.  The final 
algorithm created operated as follows:  Let x represent the user position, v represent the user 
velocity, � t represent the time interval to travel, initially a value of 1.0, r represent the radius of 
the colliding sphere surrounding the user.  Let p0,  p1,  p2 represent the three vertices of the 
current triangle.  Let n̂  represent the unit vector of the triangle surface normal, calculated as 
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Let the plane that the triangle lies upon be represented as },ˆ{ dn for npd ˆ0 ·=  such that 

dnxx =·ÂÎ" )ˆ(,3 implies x lies on the plane.  If the velocity of the user is pointing in the same 
direction as the surface then the user is traveling away from this plane and therefore we do not 
need to test this triangle.  This condition can be described using the inequality 0ˆ ³· nv . 
 
Since triangles are subsets of planes, collision with a triangle face can be considered a subset of 
collision with the plane that the triangle lies upon.  As a result a shape can first test for planar 
collision before ensuring that the collision is with the triangle, for the purpose of preventing 
excessive computations.  The standard point-to-plane distance formula is shown as 

npxD ˆ)( ·-=  
for distance D, point x, point on the plane p, and plane surface normal n̂ .  Substitute D with r to 
represent the collision occurring at a distance of the radius of the colliding sphere surrounding 
the user.  Substitute x with vtx + to represent the user’s position traveling in the velocity vector 
over a given amount of time.  Substitute the point on the plane, p, with the value ndˆ that is 
known to exist on the plane.  The previous equation then becomes 

nndvtxr ˆ)ˆ( ·-+=  
Solving for t to find the time of collision reveals the following equation. 

nv
nxdr

t
ˆ

ˆ

·
·-+

=  

For ],0[ tt DÏ the collision is considered outside our current time interval.  However all 
],0[ tt DÎ  are considered valid plane collisions and are next tested to find if they collided within 

the triangle’s face. 
 
To perform triangular collision, the point of collision vtx + must be ensured to lie within the 
triangle’s bounds.  To perform this operation, the point must first be projected onto the plane.  
Let x’  represent the projected point on the plane be calculated by 

)ˆ)((ˆ)(© dnvtxnvtxx -·+-+=  
The point x’  must then be converted into the triangle’s barycentric coordinates.  To perform this 
task, first the basis of the triangle space is computed as u0 and u1 such that u1 = p1 – p0, u2 = p2 – 
p0.  Let u’  represent the projected point x’  relative to the basis origin such that u’  = x’  – p0.  The 
first two of three barycentric coordinates ]2,1,0[Îia  are calculated by solving the equation 
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Since u0 and u1 both exist within 3Â , the matrix they form is of size 2x3.  Therefore the method 
of least-squares must be used to solve for ia , and the equation becomes 
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Simplifying reveals the solutions 
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The final barycentric coordinate 2a can then be calculated as 102 1 aaa --= .  If all three 

barycentric coordinates are within the range ]1,0[Îia  then the projected point x’  lies within the 
triangle, and we have a successful triangle face collision.  In such a case the collision surface 
normal is recorded and the value (t-c)/� t is clamped to [0,1] and scaled by � t to produce the true 
time of collision, t’ , for some small constant value c.  Without the subtraction of c, floating point 
inaccuracies can cause the calculated collision time to be slightly after the true time of collision, 
which in turn causes the user to occasionally become stuck in the wall. 
 
If no collision is recorded then the user’s position is replaced by the value of tvx D+ , simulating 
movement in the desired velocity direction.  If a collision does occur then the position x is 
replaced by the value of ©vtx +  to simulate movement up to the point of collision.  The velocity v 
is replaced by the value )1)(ˆ(ˆ snvnv +·-  for s a small positive value representing the surface 
restitution.  This removes the component of the velocity that was traveling into the wall and 
allows the user to slide across walls when collisions occur.  Larger values of s cause the user to 
bounce back slightly from the wall, to ensure that the user does not get stuck within the wall.  
Last � t is replaced by ©tt -D  and the process of detecting collided triangles is repeated. 
 
Near the end of the collision detection development a bug appeared in which the user would 
collide with triangles located far from the user.  The miscalculations were found to be caused by 
invalid values of ia .  Upon reviewing the code I did not find any errors in the solutions of ia .  
An alternate method of computing the values was instead used by means of the vector quadruple 
product identity ))(())(()()( CBDADBCADCBA ··-··=´·´ .  The values of ia were then 
computed as 
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Upon implementing these new calculations the triangle collision problem stopped.  I failed to 
determine the reason why one formula failed to work while another worked successfully. 
 
At this time the lighting effect error caused by the 3D model loader needed to be fixed.  I was not 
able to solve the problem, and therefore reverted back to the original Java3D model loader.  The 
Quake engine collision system did maintain a reasonable speed with original Java3D model 



loader, however a potentially large gain in speed could still be achieved by using the replacement 
3D model loader. 
 
2.4. Varying Level of Control 
The initial intention of the project was to allow varying levels of control specified by the user.  
Users were to be allowed to manually adjust the desired level of control at which the VWRL 
assisted them in navigating the environment.  The specified level of control was to vary the 
certain aspects of the user’s interaction with the environment.  Pertaining to the work I 
performed, the primary operation of the level of control was to adjust the control at which the 
pathfinding feature controlled the user.  Lower levels of control were to slightly nudge the user’s 
view towards suggested objects of interest, or to pull the user towards suggested objects.  
However this feature depended upon pathfinding.  Because pathfinding was not finished, this 
feature could never be completed. 
 
3. Usability Testing 
Midway through the summer session our progress was reviewed by Sally Haerer and Cherri 
Pancake.  They responded to our current results with a list of suggested additions and 
amendments.  After completing the suggestions to the best of our abilities we performed a speak-
aloud usability test with Sally Haerer and Cherri Pancake.  Speak-aloud tests consist of the 
programmer sitting down with the user.  The user then voices every thought that comes to mind 
as they operate the application. 
 
One suggestion was to assign visible navigation cues to the annotated models.  They had 
reviewed a version predating the creation of the information points, and requested that we add 
them to the scene.  We then added the original information boxes.  During the speak-aloud test 
the information boxes were reviewed and requested to be replaced with the question marks to 
better draw the attention of the user.  These can be found in the current version. 
 
Another suggestion was to modify the graphical interface.  The GUI that was originally reviewed 
contained several excessive unneeded features that pertained only to the creation of the VWRL.  
These development components were removed.  Other components were added, such as 
informational text describing the navigation controls to the user.  Components were modified for 
ease of readability.  The button associated with the guided tour was renamed from “Tour”  to 
“Guided Tour…” to more fully describe the purpose of the function.  The “Show Map” button 
showed an image of the user’s location within the floor plan of the VWRL, and was renamed to 
the “Floor Plan...“ button for ease of readability.  In the process of removing excessive GUI 
components prior to the speak-aloud testing, we assumed the sensor controls were one of the 
noted excessive menus desired to be removed.  We removed them before the speak-aloud test.  
After taking part in the speak-aloud test, we were informed that the sensor controls associated 
with the application’s original purpose should still be maintained, in case they were to be 
implemented in future versions. 
 
Another suggestion pertained to the guided tour.  Cherri Pancake and Sally Haerer requested that 
the controls to the guided tour be arrange to mimic those of a VCR, using play, stop, and pause 
buttons, all of which would be represented by familiar images.  We created the VCR controls 
with the specified buttons, but have yet to replace the button labels with their associated familiar 



images.  We have future plans to do so.  It was also requested that the tour data be updated to 
reflect the changes made to the 3D models.  As a result the tour was lengthened and a spline 
interpolation was added to the tour to smooth the traversal of the camera through the locations 
that the tour traversed. 
 
We were not able to complete several of the suggestions before the end of the experiment.  For 
example, it was suggested that all windows that opened up in response to a user clicking on an 
object be positioned relatively close to the user’s cursor.  This request pertained to the guided 
tour button’s VCR controls and to informational windows that popped up when sensors were 
selected and manipulated.  We did solve this request for the guided tour button but were not able 
to implement it for sensor manipulating interactions.  Another suggestion we were not able to 
finish dealt with the floor plan image.  The current image contained misinterpretable solid black 
areas around the borders and was said to be lacking of color.  It was suggested that an image be 
used that would contain more noticeable important features, such as the outdoor parking lot. 
 
4. Results 
In conclusion we created a majority of our initial project goals.  The segmentation process and 
the annotation engine were both fully completed.  Collision detection was working at a 
reasonable level yet still had room for improvement.  Pathfinding was not yet working but was in 
a state ready to be implemented next.  The graphic user interface of the final product was much 
more intuitive and readable. 
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